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Figure 1: Training and inference recipe comparison between Video-R1 (Feng et al., 2025) and our VIDEO-RTS.
While (a) Video-R1 uses a two-stage pipeline with SFT and RL, (b) VIDEO-RTS adapts a pure-RL approach with
output-based rewards for better data efficiency. We further enhance the reasoning of VIDEO-RTS by proposing
dynamic sparse-to-dense video test-time scaling. The format reward is omitted, as both models use it.

improvements, suggesting that the RL training
saturates quickly on video reasoning data. This
matches the recent findings in the language do-
main (Wang et al., 2025c) that very few RL training
samples could bring great improvement on reason-
ing tasks. Thus, inspired by the test-time scaling
works (Wang et al., 2022; Yao et al., 2023; Snell
et al., 2024) in the language community, we aim
to enhance the video reasoning capability at the
inference stage to better allocate the computational
resources. To the best of our knowledge, this is
the first study to systematically explore the com-
bination of reinforcement learning and test-time
inference strategies for improving video reasoning
capability.

To better allocate the excessive training computa-
tion, we propose a sparse-to-dense test-time scaling
mechanism specifically designed for video reason-
ing. Specifically, VIDEO-RTS adaptively selects
the appropriate temporal context based on output
consistency by iteratively adding more frames at
the inference stage. Taking advantage of the pure-
RL training, the model is able to generate a diverse
deep reasoning process given the challenging video
query, which allows us to utilize a self-consistency
check to decide whether the model obtains suffi-
cient temporal context. The combination of effi-
cient training and adaptive inference enables the
model to adapt its computational effort based on
the complexity of each input query, producing ac-
curate responses while using only the necessary
amount of resources.

We evaluate VIDEO-RTS on the five pop-

ular video reasoning benchmarks, including
Video-Holmes (Cheng et al., 2025), Video-
MMMU (Hu et al., 2025), MMVU (Zhao
et al., 2025), VideoMME (Fu et al., 2024a) and
LongVideoBench (Wu et al., 2024). Results show
that across all benchmarks, compared to the re-
cent Video-R1 model (Feng et al., 2025), which
trained on 169K samples, VIDEO-RTS, trained
with only 6K samples (i.e., 96.4% fewer samples),
outperforms by 2.4% in average accuracy while
using fewer frames during inference. Specifically,
on Video-Holmes, the recently proposed complex
video reasoning benchmark, VIDEO-RTS outper-
forms Video-R1 by 4.2%, demonstrating the effi-
ciency and effectiveness of our framework. Fur-
thermore, we find that our pure RL training and
sparse-to-dense video test-time scaling are com-
plementary: RL enhances the MLLM’s reasoning
capabilities, while VIDEO-RTS leverages diverse
reasoning strategies to adaptively select the optimal
temporal context (i.e., number of frames) for each
video query.

2 Related Works

Long Video Understanding. The rise of video
understanding models has expanded from short
videos to long-video tasks such as classifica-
tion (Wu and Krahenbuhl, 2021; Mohaiminul Islam
and Bertasius, 2022; Islam et al., 2023), caption-
ing (Zhou et al., 2018; Krishna et al., 2017; Islam
et al., 2024), and question answering (Fu et al.,
2024a; Zhou et al., 2024; Wu et al., 2024). The
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